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Theory

Abstract data type (ADT) A specification of the behaviors of a system without specifying the implementation.

Testing: An abstract superclass tests general behaviors by calling an abstract method to construct the data structure; then, concrete subclasses implement only the constructing method to test a
particular data structure.

Data structure A concrete realization of the behaviors specified by an ADT.

Amortized complexity The complexity of an operation performed many times in sequence; the average is taken.

Composition pattern A relation between classes where one class constructs another as a private field. This is a “has a” relationship.

This is a good fit for restricting the public interface of an existing type.

Iteratee pattern A relationship where a client gives an iterable a piece of code to be executed under its control. A motivator for functional interfaces. Contrast with iterators.

Model-view-controller A way of designing a GUI.

Model The state of the application

View How the model is displayed through widgets

Controller The tool to update the model and view given user inputs

Note that the updates that the controller makes to the model and view must align!

This is an example of event-driven programming.

Component hierarchy The tree that models the parent-child relationship between all components in a GUI.

Imperative program The style of program where the implementor has to manually specify what instructions need to be executed; these instructions are followed in order to create the specified side-effects.

Declarative program The style of program where the implementor only specifies what they want their code to do; the actual steps that need to be performed to achieve this goal is determined at runtime.

Event-driven program An event is some occurance that could lead to a change in the program’s state. Responsive programs ... respond to events. They do this using an event-loop that repeatedly checks for new
events and processes them.

Observer pattern The software pattern where pieces of code called observers subscribe to a central monitor called the subject, which then calls the observers when needed. This is closely related to inversion of
control, which refers to when the subject is a framework.

Concurrency The state of executing multiple procedures at the same time. Two main ways of achieving this:

Time-slicing Achieving concurrency by switching between tasks to reduce wastage to passive tasks (e.g. waiting for user input). Only one task is done at a time.

Parallelism When multiple tasks are done at the same time (i.e. using multiple processors).

Concurrency can lead to problems such as:

Race condition When the same shared memory is mutated by two different threads; the behavior of the code depends on the order in which two different threads execute their instructions. This
can be solved with synchronization.

For a race condition to occur, multiple threads must try to write to the same shared memory. If any of the emphasized portions are not present, the race condition will disappear. A code’s
critical section is where instructions must execute sequentially to verify program correctness.

Deadlock When two mutexes (covered below) both depend on the other one to be released before they can continue. For a deadlock to occur, three conditions must be true:

1. Multiple threads need to try to access the same shared resource

2. Each thread needs multiple locks for different shared resources.

3. The lock acquisition order needs to be “cyclic.”

Solutions include: (1) making the program sequential, (2) breaking the cyclic structure, and, what is usually the best, (3) shortening the critical section.

Language

JUnit Testing methods exposed by JUnit:

· assertThrows(Runnable e)

/* TODO */

Exceptions A state that signified that a strange state has arisen during runtime. Java
requires that the possibility of checked exceptions propagating through the
method are either documented in the declaration of a method, or explicitly
caught and handled.

Exceptions are not undefined behavior.

public class MyException extends Exception {}

public static void method1() throws MyException {

throw new MyException();

}

public static void method2() {

try { method1(); }

catch (MyException e) { System.out.println("Exception!"); }

}

Interface A way to create a type that has certain methods that are guaranteed to exist.
This does not specify an implementation.

Interfaces can extend other interfaces.

public interface Car extends Vehicle {

String brand();

boolean sellToCarDealer(CarDealer dealer);

}

Car car = new Subaru();

Record class A way of automatically populating getters, setters, a constructor, equals(),
toString(), and hashCode(). Immutable.

public record Point(double x, double y) {

@Override

public String toString() {

return "Point(" + x + ", " + y + ")";

}

}

Parametric polymorphism Parametrizing a method or class based on a generic type; offers a finer way to
specify behavior at the type-level than superclasses. A generic type can only
represent a reference type (can’t use it for primitives).

Constructors and methods cannot be called on an object with a generic type.

Angle brackets are used for both defining and passing type parameters. Generic
types can be inferred.

public interface List<T> {

void add(T elem);

T get(int index);

}

class Demo {

public <T> List<T> constructList() {

return new DynamicArrayList<>();

}

}

List<String> list;

Generic type bounds A bound can be placed on a generic type to guarantee the availability of certain
methods. This is (obviously) statically checked.

public class BST<T extends Comparable<T>> extends BinaryTree<T> {

/* ... */

}

Nested class A static nested class doesn’t have access to the fields of the enclosing class. If
it’s not static, then it does have access to those fields.

Nested classes can have access modifiers that control which outside methods
can instantiate them.

class Enclosing {

private static Enclosed {}

public EnclosedWithAccess {}

}

Iterable interface Standarized interface for iterating through an object. Defines one method that
returns an iterator, which itself has multiple methods that allow it to be iterated
through.

Allows for iteration using enhanced for loops.

Never modify the underlying data structure while iterating through it. The only
safe way to do so is with the remove() method.

interface Iterable<T> {

Iterator<T> iterator();

}

interface Iterator<T> {

boolean hasNext();

T next();

default void remove();

}

Enhanced for-loop Compact notation for iterating through an iterable object. for (Integer i : integerYielder())

processInteger(i);

Functional interface A way to wrap a single function. This is how functional programming is achieved
in Java.

@FunctionalInterface

public interface Transformation<T> {

T transform(T x);

}

@FunctionalInterface

public interface Predicate<T> {

boolean test(T x);

}

public class Increment implements Transformation<Integer> {

Integer transform(Integer x) { return x + 1; }

}

Lambda expression A shorthand to specify a functional interface. Transformation<Integer> increment = x -> x + 1;

Predicate<Integer> isEven = x -> x % 2 == 0;

Comparing All comparing operations return an int: a negative number if less than, zero
for equality, and a positive number if greater than. Comparing operations obey
these rules:

· Switching the order of the comparison negates the sign of the result.

· The comparison operation is transitive.

· If cmp(x, y) = 0, then cmp(x, z) = cmp(y, z) for all z

The Comparable interface is implemented by the object needing to be compared
itself. the Comparator is implemented by some other object to compare two
other objects.

interface Comparable<T> {

int compareTo(T other);

}

interface Comparator<T> {

int compare(T left, T right);

}

Swing A framework for GUIs. Swing uses an extensive hierarchy of elements, which
can be seen in Figure 1.

Important methods include:

· invokeLater(): starts a new thread to render the object.

· add(): adds an object to a layout (e.g. BorderLayout or GridLayout or
something else).

· pack(): recursively lays out the components on the screen.

Figure 1: Hierarchy of types in Swing

Swing creates an event dispatch thread to run its mainloop;
SwingUtilities.invokeLater() (see main() in the implementation) starts
this thread. Heavy computation shouldn’t be done in this thread.

/* ====================================

* Condensed Tic Tac Toe from Lecture

* ==================================== */

public class Model {

private final char[] grid;

/* rest omitted */

}

public class Cell extends JButton {

char symbol;

/* constructor omitted */

@Override

public void paintComponent(Graphics g) {

super.paintComponent(g);

// Actual logic

}

public void addSymbol(char symbol) {

this.symbol = symbol

repaint();

}

}

public class Grid extends JPanel {

private Cell[][] buttons;

private Model model;

Grid() {

buttons = new Cell[3][3];

setLayout(new GridLayout(3, 3, 10, 10));

for (int i = 0; i < 3; i++) for (int j = 0; j < 3; j++) {

buttons[i][j] = new Cell();

add(buttons[i][j]);

final int i_ = i;

final int j_ = j;

buttons[i][j].addActionListener(e -> {

char player = model.currentPlayer();

model.processMove(i_, j_);

buttons[i_][j_].addSymbol(player);

firePropertyChange("Turn", player, model.currentPlayer());

if (model.gameOver()) {

JOptionPane.showMessageDialog(this, switch (model.winner()) {

case 'X', 'O' -> "Winner: " + model.winner();

default: "Tie!";

}, "Game Over", JOptionPane.PLAIN_MESSAGE);

reset();

}

});

}

/* styling omitted */

}

/* reset omitted */

}

public class Game extends JFrame {

public Game() {

setTitle("Tic-Tac-Toe");

JLabel label = new JLabel("It's your turn, X!");

Grid grid = new Grid();

JButton button = new Button("Reset");

button.addActionListener(e -> grid.reset());

grid.addPropertyChangeListener(

"Turn", e -> "It's your turn, " + e.getNewValue() + "!");

// Styling omitted...

add(grid);

add(label, BorderLayout.NORTH);

add(button, BorderLayout.SOUTH);

pack();

}

}

public static void main() {

SwingUtilities.invokeLater(() -> {

Game game = new Game();

game.setVisible(true);

});

}

Anonymous class This is a way to instantiate an instance of an interface without defining a whole
class.

resetButton.addActionListener(new ActionListener(){

@Override

public void actionPerformed(ActionEvent e) { grid.reset(); }

});

Variable capture Lambda expressions and anonymous classes can only use external variables that
are (1) stored on the heap and (2) accessible from their scope. Rule (1) prevents
local variables from being captured unless they are declared final (in which
case Java can simply copy the value instead of storing a reference).

this.a = 0; // class variable

Integer b = 0; // local variable

Consumer<Integer> c = (c) -> {

System.out.println(this.a + c); // no error

System.out.println(b + c); // error

};

Thread An abstraction for a sequential series of instructions; multiple of these can be
made and synchronized. A thread is within a process; a process is given access
to an exclusive chunk of memory by the operating system. Threads within the
same process can share memory.

Thread other = new Thread(() -> {

System.out.println("Computing...");

Thread.sleep(100);

System.out.println(Thread.currentThread());

});

// other.run() // this runs the argument in the same thread

other.start(); // this creates a new thread

other.join(); // waits until `other` has finished execution

Mutex A mutual-exclusion lock, lock, or mutex, is an object that helps ensure that an
object is modified by only one thread at a time. In Java, any object can be used
as a mutex. What is inside the braces becomes an atomic operation.

Synchronization is not enforced by Java. The keyword ensures that only that
section is atomic; other code can still modify the object if it is not held by a
mutex.

Deadlocks (covered above) can happen; avoid cyclic structures.

Conditions upon which a thread should resume executing can be expressed
with the Object.wait() method (this throws an InterruptedException which
I’ve ignored here): when called within a synchronized block, Java will release
the mutex and pause execution of the thread until it is “notified” using the
Object.notifyAll() method; this method also has to be called within a block
that is holding the mutex. All notifyAll() does is put the original process
back in line to acquire the mutex; it doesn’t ensure that the process is executed
as soon as the condition is true!

public static void increment(SharedInt i) {

synchronized (i) {

i.n++;

}

}

public static void deadlock() {

Object a = new Object();

Object b = new Object();

new Thread(() -> {

synchronized (a) synchronized (b)

System.out.println("Thread 1");

}).start();

new Thread(() -> {

synchronized (b) synchronized (a)

System.out.println("Thread 1");

}).start();

}

public static void conditionalWaiting() {

List<String> l = new LinkedList<>();

new Thread(() -> {

synchronized (l) {

while (l.size() < 5) l.wait();

l.add("(at least) 5 elements added!");

}

}).start();

for (int i = 0; i < 10; i++) {

l.add("Element: " + i);

l.notifyAll();

}

}

Data Structures

Array Properties:

➤ Random-access guarantee: O(1) read and write access to any element in
the array

int[] arr = new int[5]; // Initialization

arr[3]; // read

arr[3] = 5; // write

Dynamic Array A way to implement a resizable list. Backed by an array that is resized as
needed. Properties:

➤ Invariant: storage[..size) != null and storage[size..] == null

➤ O(N) worst case add

➤ O(1) amortized add

➤ Capacity : the size of the backing array

Primary methods of difficulty are insert() and remove() which rely on in-
creasing capacity and manipulation of the backing array to either make space
or remove space. It is still fairly intuitive though. Other methods are simply
wrappers for array manipulation operations.

public class DynamicArrayList<T> implements List<T> {

public static final int INITIAL_CAPACITY = 10;

private T[] storage;

private int size;

public DynamicArrayList() {

size = 0;

// !!! Note the weird syntax

storage = (T[]) new Object[INITIAL_CAPACITY];

}

private void increaseCapacity() {

storage = Arrays.copyOf(storage, 2 * storage.length);

}

public void insert(int index, T elem) {

if (size == storage.length) increaseCapacity();

System.arraycopy(storage, index, storage,

index + 1, size - index);

storage[index] = elem;

size++;

}

public T remove(int index) {

T removed = storage[index];

System.arraycopy(storage, index + 1, storage,

index, size - index - 1);

size--;

storage[size] = null; // restores class invariant

return removed;

}

/* rest is omitted */

}

Linked List Each element contains a “link” to the next one. The list always contains at
least one node: the tail node.

Properties:

➤ Invariant: every node except the tail has non-null data and next fields;
list cannot be circularly linked (can check by evaluating length)

➤ O(N) time complexity for most non-trivial applications.

When developing methods, rewiring diagrams are helpful to visualize the reas-
signments that need to occur.

Figure 2: Rewiring diagram for removing a node

public class LinkedList<T> implements List<T> {

private static class Node<T> { /* omitted */ }

private final Node<T> head;

private Node<T> tail;

int size;

public LinkedList() {

size = 0;

tail = new Node<>(null, null);

head = tail;

}

private void spliceIn(Node<T> node, T elem) {

node.next = new Node<>(node.data, node.next);

node.data = elem;

if (node == tail) tail = node.next;

size++;

}

private T spliceOut(Node<T> node) {

T removed = node.data;

node.data = node.next.data;

node.next = node.next.next;

if (node.next == tail) tail = node;

return removed;

}

/* Rest is omitted */

}

Stack A stack only supports adding elements and accessing and removing the most
recently added element. This behavior is called LIFO (last in, first out).

public interface Stack<T> {

void push(T elem);

T pop();

T peek();

boolean isEmpty();

}

Queue A queue only supports adding elements and accessing and removing the element
that was added first. This behavior is called FIFO (first in, last out).

public interface Queue<T> {

void enqueue(T elem);

T dequeue();

T peek();

boolean isEmpty();

}

Circular buffer A circular buffer has elements that can be accessed with indices, but the last
index is viewed as the predecessor to the first index.

/* TODO implement */

Tree A directed acyclic graph with a root. Tree algorithms are often recursive, oper-
ating on both left and right subtrees and having a leaf as a base case.

Terms:

Subtree The subset of the original graph that is reachable from a vertex in the
original graph.

Root node The unique node with no incoming connections.

Leaf node A node with no outgoing connections.

Ancestor A node is an ancestor of another if the latter can be reached from
the former.

Size the number of nodes.

Height The maximum number of connections between the root and a leaf. Of
the tree.

Depth The number of connections between the root and a particular vertex.
Of a vertex.

Arity The maximum number of outgoing connections for any vertex.

Binary tree A tree with maximum arity 2.

public class BinaryTree<T> {

private final BinaryTree<T> left;

private final BinaryTree<T> right;

T root;

/* constructors, getters, and setters omitted */

public int size() {

return 1 +

(left() == null ? 0 : left().size()) +

(right() == null ? 0 : right().size());

}

public int height() {

return 1 + Math.max(

left() == null ? -1 : left().height(),

right() == null ? -1 : right().height());

}

}

Binary Search Tree (BST) A binary tree where all elements in the left subtree are less than or equal to
the root and where all elements in the right subtree are greater than or equal
to the root. If height is on the order of O(logN), then the binary search tree is
balanced.

This invariant implies that an in-order traversal yields the elements of the tree
in sorted order.

An empty node is marked by the fact that its root, left, and right subtrees are
all null. This indicates the absence of a tree (a sentinel). A leaf node is now
defined as having empty left and right subtrees.

The find() method locates an element if it exists in the tree, and otherwise
locates the leaf where that element would be inserted.

public class BST<T extends Comparable<T>> extends BinaryTree<T> {

private BST<T> left;

private BST<T> right;

public BST() { left = null; right = null; root = null; }

@Override

protected left() {

return (left == null || left.root == null) ? null : left;

}

/* some methods omitted */

@Override

public size() { return (root == null) ? 0 : super.size(); }

private BST<T> find(T elem) {

if (root == null || elem.compareTo(root) == 0)

return this;

else if (elem.compareTo(root) < 0)

return left.find(elem);

else return right.find(elem);

}

}

Heap A heap is a binary tree that obeys two additional rules:

· Shape invariant : a heap is a nearly-complete binary tree, where each
level is filled from left to right and each level is filled from top from bottom;
this directly implies that it can be represented as an array with each
position in the tree associated with a unique index.

· Order invariant : a heap obeys a particular relation between the children
of a node and the node itself: in a max-heap, the children are less than
or equal to the node, and in a min-heap, the children are greater than or
equal to the node.

Heaps are usually implemented with a backing array.

bubbleUp() lets you append an element to the end of the backing array and
finds a position for that element that satisfies both invariants. bubbleDown()

lets you remove the head and replace it with an element on the lowest level
(usually the last element of the backing array) and finds a position for that
element that satisfies both invariant.

public class MaxHeap<T extends Comparable<T>> {

// this is treated like an array for brevity

private final ArrayList<T> heap;

private static parent(int i) { return (i - 1) / 2; }

private static leftChild(int i) { return 2*i + 1; }

private static rightChild(int i) { return 2*i + 2; }

private void bubbleUp(int i) {

if (i == 0) return;

int p = parent(i);

if (heap[i] <= heap[c]) return;

swap(i, p);

bubbleUp(p);

}

private void bubbleDown(int i) {

if (leftChild(i) >= heap.size()) return;

int l = leftChild(i);

int r = rightChild(i);

int c = (r < heap.size && heap[r] > heap[l]) ? r : l;

if (heap[i] < heap[c]) {

swap(i, c);

bubbleDown(c);

}

}

/* some methods omitted */

}

Priority Queue A queue-like structure that associates each element with a priority : the element
with the highest priority is removed first. Can be implemented using a list or a
heap:

· Unsorted list implementation: new elements are added to the end of the
list and removing is done with a linear scan.

· Sorted list implementation: items are inserted using binary search for a
list backed by a dynamic array or linear scan for a linked list; removing is
done by selecting the first element.

· Heap implementation: a new Entry<T> has both an elem and a priority

field, and implements Comparable<Entry<T>>, comparing on priority. All
methods map fairly simply to this.

To implement updating of priorities in the heap implementation, a map should
be used to associate elements to their index.

public interface PriorityQueue<T> {

void add(T elem, double priority);

T remove();

T peek();

boolean isEmpty();

}

/* TODO write implementations */

Set An unordered collection of distinct elements. Implementations must prevent
multiple of the same element from being added; this requires a contains()

check. This is generally implemented with a composition relationship, restrict-
ing the public interface of another, more featured class.

· Unsorted list implementation: new elements are added to the end of the
list and removing is done with a linear scan.

· Sorted list implementation: items are inserted using binary search for a
list backed by a dynamic array or linear scan for a linked list; removing is
done by selecting the first element.

· Tree implementation: backed by a BST.

public interface Set<T> extends Iterable<T> {

// these operations return true if the set was modified

boolean add(T elem);

boolean contains(T elem);

int size();

boolean remove(T elem);

// Optional methods:

default Set<T> union(Set<T> other) {

// Illegal syntax but makes sense

Set<T> union = new ...Set<T>();

for (T elem : this) union.add(elem);

for (T elem : other) union.add(elem);

return union;

}

default Set<T> restrict(Predicate<T> pred) {

Set<T> restriction = new ...Set<T>();

for (T elem : this)

if (pred.test(elem)) restriction.add(elem);

return restriction

}

default Set<T> intersect(Set<T> other) {

return this.restrict(other::contains);

}

}

/* Implementations delegate most operations to their backing

* data structure. */

Map A data structure that associates a key (usually a small, simple type) with a
value. This key-value association is referred to as an entry.

public interface Map<K, V> {

void put(K key, V value);

boolean containsKey(K key);

V get(K key);

V remove(K key);

int size();

Set<K> keySet();

}

Hash Table A data structure that implements the Map ADT using a backing array and a
hashing function. This is very closely related to a HashSet; the main difference
is a hash table stores entries while the set stores the elements themselves. This
data structure has amortized O(1) read and write.

Important terms:

Buckets The entries of the backing array

Capacity The number of elements in the backing array.

Hashing The process of turning an arbitrary element into a valid index in the
backing array. This function is notated as hC(x) for a hash table with
capacity C and for an element x.

Simple Uniform Hashing Assumption (SUHA) The assumption made of
the hashing process that

Pr(hC(x) = i) =
1

C

where C is capacity, i is a valid index in the backing array, and x is an
arbitrary element of type K.

Hash collision When two elements have the same hash. This can be resolved
using the different kinds of hash tables explained below.

Load factor The ratio of the size to the capacity, where size includes tomb-
stones:

λ =
N

C
=

Number of elements

Capacity

Note that the size of a hash array here is not the number of filled buckets;
for a chaining hash map, it really is the capacity of the hash table.

There are two kinds: a chaining hash table and a probing hash table:

· A chaining hash map stores a linked list in each bucket, and performs a
linear scan to find elements. See Figure 3.

· A probing hash map starts a scan for x from hC(x), only termi-
nating when a null is reached. Removing an element consists of
replacing it with a tombstone, which is a sentinel element (usually
new Entry<K, V>(null, null)). Adding an element finds the first null
or tombstone and replaces that entry with the desired element. Diagram-
ming it looks like Figure 4.

Figure 3: Chaining hash table diagram

Figure 4: Probing hash table diagram

public class HashSet<T> implements Set<T> {

private LinkedList<T>[] buckets;

private int size;

public HashSet() {

// INITIAL_CAPACITY = 5

buckets = new LinkedList[5];

for (int i = 0; i < 5; i++)

buckets[i] = new LinkedList<>();

size = 0;

}

private int index(T elem) {

// abs is needed since elem.hashCode() % buckets.length

// can be negative

return Math.abs(elem.hashCode() % buckets.length);

}

/* other methods delegate to the linked list once

* index is calculated */

}

Graph A set of directed edges between nodes. Does not contain self-loops. Terms:

Neighborhood Also called out-neighborhood: NG(u) = {v ∈ V : (u, v) ∈ E}

Degree Also called out-degree: dG(u) = |NG(u)|

Path A sequence of continguous edges.

Length Can refer to the number of edges in a path or the sum of each edges’
weights, if the graph is weighted.

Head and Tail In a directed edge, the tail refers to the “start” of the edge
and the head refers to where the edge is going: the “end” of the edge.

public interface Edge<T> {

V tail();

V head();

}

// more specific types lets implementors use edge methods.

public interface Vertex<E extends Edge<?>> {

String label;

int degree;

boolean hasNeighbor(String s);

E edgeTo(String );

Iterable<E> outgoingEdges();

}

Adjacency Matrix A way of representing a graph by using a 2D array of edges; see implementation.
Each vertex is associated with an index. Space complexity: O(|V |2).
Performance of operations (where V is the vertex set, E is the edge set):

· Calculating degree: O(|V |)

· Edge existence: O(1). Adjacency matrices are very efficient for this oper-
ation.

· Edge count : O(|V |2). The entire edges array has to be iterated through.

· Adding a vertex : O(|V |), amortized. This requires adding a new row and
column to the adjacency matrix.

public class AdjMatrixGraph implements Graph<AdjMatrixVertex, WeightedEdge<AdjMatrixVertex>> {

public class AdjMatrixVertex implements Vertex<WeightedEdge<AdjMatrixVertex>> {

private final String label;

private final int index;

public int degree() {

int i = 0;

for (WeightedEdge<> e : edges.get(index))

if (e != null) i++;

return i;

}

public boolean hasEdge(String label) {

return hasVertex(label) && (edges.get(index).get(vertices.get(label)) != null);

}

}

private final HashMap<String, AdjMatrixVertex> vertices;

private final ArrayList<ArrayList<WeightedEdge<AdjMatrixVertex>>> edges;

/* Some methods omitted... */

public addVertex(String label) {

if (hasVertex(label))

throw new IllegalArgumentException("Vertex already exists");

AdjMatrixVertex v = new AdjMatrixVertex(label, vertices.size());

vertices.put(label, v);

for (ArrayList<> l : edges) l.add(null);

ArrayList<> newl = new ArrayList<>();

for (int i = 0; i < vertices.size(); i++)

newl.add(null);

edges.add(newl);

}

}

Adjacency List A way of representing a graph by having each vertex store the ver-
tices it is connected to. This greatly reduces the memory us-
age compared to an adjacency matrix representation. It is im-
plemented by having one HashMap<String, AdjListVertex> to store
all vertices, then having each AdjListVertex have a field for a
HashMap<String, WeightedEdge<AdjListVertex>>.

Space complexity: O(|V |+ |E|)

public class AdjListGraph implements Graph<AdjListVertex, WeightedEdge<AdjListVertex>> {

public class AdjListVertex implements Vertex<WeightedEdge<AdjListVertex>> {

String label;

HashMap<String, WeightedEdge<AdjListVertex>> outEdges;

public hasNeighbor(String label) {

return outEdges.hasKey(label);

}

}

HashMap<String, AdjListVertex> vertices;

}

Algorithms

Tree traversal Trees can be iterated through in multiple ways; traversal consists of:

1. Processing the root node

2. Traversing the left subtree

3. Traversing the right subtree

Traversing the left must happen before the right. The three kinds of traversal are
pre-order, in-order, and post-order; the name refers to where the processing
of the root node takes place.

This class expects you to do this with a manual stack. This stack stores the next
trees to be processed. Elements must be pushed onto the stack in the reverse
of how they should be processed. The use of a manual stack decreases the space
complexity: the entire tree structure need not be duplicated, and the stack’s
height is limited by the height of the tree.

Since in-order and post-order iteration require more than one level of the tree to
be traversed, they will use a helper “cascading method” that pushes all relevant
subtrees into the stack until some end condition is reached:

· For in-order: cascadeLeft() recursively pushes the left-subtree to ensure
that the left-subtree is processed before the root and right-subtree.

· For post-order: cascade() recursively pushes the left-subtree if it is there;
otherwise, the right. When iterating, if we have accessed the child of the
tree on the top of the stack, cascade() is called on that trees’s other
subtree.

class PreorderIterator<T> implements Iterator<T> {

private final Deque<BinaryTree<T>> stack;

public PreorderIterator(BinaryTree<T> tree) {

stack = new LinkedList<>();

if (tree != null && tree.root != null)

stack.push(tree);

}

public boolean hasNext() { return !stack.isEmpty(); }

public T next() {

if (!hasNext()) throw NoSuchElementException();

BinaryTree<T> visiting = stack.pop();

if (visiting.right() != null)

stack.push(visiting.right());

if (visiting.left() != null)

stack.push(visiting.left());

}

}

class InorderIterator<T> implements Iterator<T> {

private final Deque<BinaryTree<T>> stack;

public PreorderIterator(BinaryTree<T> tree) {

stack = new LinkedList<>();

cascadeLeft(tree);

}

private void cascadeLeft(BinaryTree<T> tree) {

if (tree != null && tree.data != null) {

stack.push(tree);

cascadeLeft(tree.left());

}

}

public boolean hasNext() { return !stack.isEmpty(); }

public T next() {

if (!hasNext()) throw NoSuchElementException();

BinaryTree<T> visiting = stack.pop();

if (visiting.right() != null)

cascadeLeft(visiting.right());

return visiting.root;

}

}

class PostorderIterator<T> implements Iterator<T> {

private final Deque<BinaryTree<T>> stack;

public PreorderIterator(BinaryTree<T> tree) {

stack = new LinkedList<>();

cascade(tree);

}

private void cascade(BinaryTree<T> tree) {

if (tree != null && tree.data != null) {

stack.push(tree);

cascade(tree.left() == null ? tree.right() : tree.left());

}

}

public boolean hasNext() { return !stack.isEmpty(); }

public T next() {

if (!hasNext()) throw NoSuchElementException();

BinaryTree<T> visiting = stack.pop();

if (!stack.isEmpty() && stack.peek().left() == visiting && stack.peek().right() != null)

cascade(stack.peek().right());

return visiting.root;

}

}

Heapsort A sorting algorithm that iteratively adds elements to a heap and then removes
them in sorted order. Time complexity: O(N logN)

/* TODO */

Graph traversal A method of processing (e.g. visiting or performing some action on) every vertex
in a graph. When performing a graph traversal, each vertex moves through these
states:

1. Undiscovered: this is when the algorithm has yet to discover the vertex
by following some connection.

2. Discovered: when the algorithm has first identified that this vertex ex-
ists.

3. Visited: when we start analyzing the vertex’s outgoing edges

4. Settled: when all useful information has been extracted from this vertex.

There are two main ways to traverse a graph: depth-first (DFS) and breadth-
first (BFS). DFS can be done recursively (see implementation) or a stack. BFS
is done using a queue (see implementation).

Complexity : For DFS: (1) since every vertex is visited once, at least O(|V |); (2)
since every edge can be visited at most once (because we check whether a vertex
has been discovered), at least O(|E|). The sum of these is a runtime complexity
of O(|V |+ |E|) = O(|E|) since the number of vertices is bounded by the number
of edges. Since the HashSet<String> grows to a size of |V |, and there are |V |
recursive calls, both cases result in a space complexity of O(|V |). The analysis
is the same for BFS.

public static <V extends Vertex<E>, E extends Edge<V>> \

void dfsTraverse(V source, Consumer<String> pre, Consumer<String> post) {

Set<String> discovered = new HashSet<>();

discovered.add(source.label());

dfsVisit(source, pre, post, discovered);

}

public static <V extends Vertex<E>, E extends Edge<V>> \

void dfsVisit(V v, Consumer<String> pre, Consumer<String> post, Set<String> discovered) {

pre.accept(v.label());

for (E edge : v.outgoingEdges()) {

V neighbor = edge.head();

if (!discovered.contains(neighbor)) {

discovered.add(neighbor);

dfsVisit(neighbor, pre, post, discovered);

}

}

post.accept(v.label());

}

public static <V extends Vertex<E>, E extends Edge<V>> \

void bfsTraverse(V source, Consumer<String> action) {

Set<String> discovered = new HashSet<>();

Queue<V> frontier = new LinkedList<>();

discovered.add(source.label());

frontier.add(source);

while (!frontier.empty()) {

V v = frontier.remove();

action.accept(v.label());

for (E e : v.outgoingEdges()) {

V neighbor = e.head();

if (!discovered.contains(neighbor)) {

discovered.add(neighbor.label);

frontier.add(neighbor);

}

}

}

}

Shortest path Note that a BFS visits nodes in “phases”: these phases can be formalized as
levels such that the start vertex is level 0 and the neighbors of the nodes with
level n have level n+ 1. This level relationship obeys two key properties:

1. For any edge (v, w), level(w) ≤ level(v) + 1.

2. For any vertex v with level n, there is some vertex with level n − 1 that
goes to v.

These two facts can be used to demonstrate that the length of the shortest
path in an unweighted graph to some w from start vertex s is equal to the level
number of w.

A convenient way to store the shortest path between the start vertex and another
vertex is to only store the last edge; by iteratively selecting the tail of this edge,
the complete path can be reconstructed. This kind of algorithm results in
schematic that looks like this:

Figure 5: Schematic of Dijkstra’s invariant

Dijkstra’s Invariant : if v∗ is the frontier vertex with the shortest known path
from s, then this shortest known path s⇝ v∗ is also simply among the shortest
paths s⇝ v∗; this can be notated as

d∗(s, v∗) = d(s, v∗)

where d∗ is the shortest distance, and d is the shortest known distance. Intu-
itively, this is because there is no path “around” the frontier.

Settled vertices need not be updated; they are guaranteed to be the shortest
paths. The central loop in Dijkstra’s algorithm always draws v∗ to ensure the
invariant: since everything that points into v∗ is either settled or already has a
longer distance, we can prove that Dijkstra’s invariant holds.

Since each edge is covered at most once, and every vertex will pass through the
frontier, assuming the usage of a heap-based priority queue, this results in a
runtime complexity of O(|E| log |V |). The space complexity is simply O(|V |)

public record PathInfo(double distance, String prev) {}

public static <V extends Vertex<E>, E extends Edge<V>> \

Map<String, PathInfo> dijkstra(V source) {

Map<String, PathInfo> discovered = new HashMap<>();

DynamicPriorityQueue<V> frontier = _; // Implementation omitted

discovered.put(source.label(), new PathInfo(0, null));

frontier.add(source, 0);

while (!frontier.empty()) {

V v = frontier.remove();

action.accept(v.label());

for (E e : v.outgoingEdges()) {

V neighbor = e.head();

int distance = discovered.get(v.label()) + e.weight();

if (!discovered.containsKey(neighbor.label())) {

discovered.put(neighbor.label(), new PathInfo(distance, v.label()));

frontier.add(neighbor, distance);

} else if (discovered.get(neighbor.label()).distance() > distance) {

discovered.put(neighbor.label(), new PathInfo(distance, v.label()));

frontier.update(neighbor, distance)

}

}

}

}
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